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uIP (micro IP) is very small TCP/IP stack for 

memory-constrained embedded systems. 

Open source, widely used in embedded 

products. This kinds "micro IP" stack is 

designed to incorporate only the absolute 

minimal set of components necessary for a 

full TCP/IP stack. There is support for only 

a single network interface. Application 

examples included with uIP are SMTP for 

sending e-mail, telnet server/client, an 

HTTP server and web client, and Domain 

Name System (DNS) resolution. The uIP is 

an open source implementation of the 

TCP/IP network protocol stack intended 

for use with tiny 8- and 16-bit 

microcontrollers. It was initially developed 

by Adam Dunkels of the "Networked 

Embedded Systems" group at the Swedish 

Institute of Computer Science, licensed 

under a BSD style license, and further 

developed by a wide group of developers. 

[1][2] 

 

uIP can be very useful in embedded 

systems because it requires very small 

amounts of code and RAM. It has been 

ported to several platforms, including DSP 

platforms. [2] 

 

The uIP Network Stack: 

The uIP (pronounced "micro IP") stack was 

designed specifically for resource-

constrained embedded devices. 

Nevertheless, it is a full TCP/IP stack 

implementation, and its size and resource 

requirements make it ideal for applications 

such as wireless sensor nodes. Any 

processor that contains a reasonable 

amount of internal memory can support 

the entire network stack on board, 

eliminating the added expense of external 

RAM. 

 

uIP utilizes a single global buffer, which has 

a configurable size based on the maximum 

packet length supported, for incoming and 

outgoing packets. Because of this, the 

application must process the incoming 

packet before the next packet arrives, or 

the application can copy the data into its 

own buffer for processing later. Incoming 

data is not stored into the packet buffer 

until after the application has processed 

the previous data. 

 

The standard socket interface is the BSD 

socket API. This interface relies on an 

underlying multitasking operating system 

to function properly. Due to this 

requirement and needed overhead, uIP 

does not support the socket interface. 

Instead uIP uses events. Therefore, data 

arriving on a connection (or an incoming 

connection request) causes an event to be 

sent to the application for processing. 

 

To avoid buffering outgoing data before it 

has been acknowledged, uIP requires the 

application to assist in packet 

retransmissions. When the uIP stack 

determines that a retransmission must 

occur, an event is sent to the application. 

The application reproduces the data 

previously sent. Sending data the first time 

and during a retransmission is the same 

from the application's perspective; 

therefore, the same code can be used. The 

complexity for determining when the 

retransmission must take place is 

contained in the uIP stack itself, 

eliminating this from the application. 



3 
 

uIP includes a Perl script for converting 

web pages into static memory arrays so 

they can be incorporated in the compiled 

code. This eliminates the need for any type 

of file system when using the web server. 

 

The total RAM usage is dependent on 

various configurable components within 

uIP. These components are easily set up in 

the uIP options include file. Things you can 

configure include the number of TCP 

connections supported to save RAM and 

the amount of memory allocated for the 

receive/transmit buffer, especially if 

packet sizes are typically smaller on the 

network. 

 

Certain code modules can be eliminated 

altogether if you're using a serial network 

interface. Serial protocols are available, 

such as the Serial Line Interface Protocol 

(SLIP) or the more robust PPP protocol. 

Opting for a serial interface instead of 

Ethernet allows ARP support code and the 

ARP table to be removed. Not using UDP 

can also reduce the code size. These 

options are easily removed, via macros, in 

the uIP stack. 

 

The flow of incoming packets can be 

throttled by adjusting the maximum 

segment size of incoming data allowed by 

the sensor node. Other system 

optimizations that are ideal for wireless 

sensor networks are available, but require 

more in-depth configuration. Areas for 

further investigation include TCP/IP 

header compression techniques to reduce 

overhead of the various protocol headers. 

This is best for sensor systems comprised 

of nodes that typically transmit smaller 

data packets. 

 

For TCP, packet retransmission schemes 

are available that move the resending of 

lost packets closer to the destination of the 

data rather than relying on the source 

point. This can also reduce the length that 

an acknowledgement needs to travel 

through the system. [3][4] 

 

Implementation: 

Later versions of uIP, including the 

reference version of uIPv6, are integrated 

with Contiki, an operating system that uses 

coroutines for cooperative multitasking. 

Contiki provides the multitasking needed 

by a simplified socket API, simplifying the 

use of uIP. These versions may be less 

popular than 0.9 however. Many examples 

of embedded code do not use them. uIP 

makes many unusual design choices in 

order to reduce the resources it requires. 

uIP's native software interface is designed 

for small computer systems with no 

operating system. It can be called in a 

timed loop, and the call manages all the 

retries and other network behavior. The 

hardware driver is called after uIP is called. 

uIP builds the packet, and then the driver 

sends it, and optionally receives a 

response.[6] 

 

It is normal for IP protocol stack software 

to keep many copies of different IP 

packets, for transmission, reception and to 

keep copies in case they need to be resent. 

uIP is economical in its use of memory 

because it uses only one packet buffer. 

First, it uses the packet buffer in a half-
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duplex way, using it in turn for 

transmission and reception. Also, when uIP 

needs to retransmit a packet, it calls the 

application code in a way that requests for 

the previous data to be reproduced. 

 

Another oddity is how uIP manages 

connections. Most IP implementations 

have one task per connection, and the task 

communicates with a task in a distant 

computer on the other end of the 

connection. In uIP, no multitasking 

operating system is assumed. Connections 

are held in an array. On each call, uIP tries 

to serve a connection, making a subroutine 

call to application code that responds to, or 

sends data. The size of the connection 

array is a number that can be adjusted 

when uIP is recompiled. 

 

uIP is fully compliant with the RFCs that 

define TCP, UDP and IP. It also implements 

the mandatory maintenance protocol 

ICMP. [2] 

 

Advantage: 

There are ways that the slow 

communication speed can be improved 

without changing the configuration of the 

desktop TCP/IP stack, but like everything 

in engineering - there are trade offs to be 

made. In this case the trade offs are: 

 

 Throughput speed. 

 RAM usage. 

 CPU usage. 

 The uIP stack uses less then 10kB 

ROM and 2kB RAM and Contiki can 

easily fit in 100kB. ROM and 10kB 

RAM.  

 You can use it any way you want as 

long as you leave a copy of the 

copyright notice in the source 

and/or documentation. [7][8] 

 

Weaknesses: 

uIP is widely used code with well-known 

weaknesses. The design minimizes and 

separates 32-bit arithmetic so that it can 

be adjusted or optimized for 8 and 16-bit 

CPUs. Also, 16-bit software timers can 

overflow and cause defective operation. 

This can be fixed with a timer system that 

does not overflow. [2] 

 

Another issue is that its single packet 

buffer can have substantial throughput 

problems because a PC host usually delays 

the "ACK" packet, waiting for more 

packets. In slow, serial port 

implementations, the ack-throughput can 

be fixed by modifying uIP to send every 

packet as two half-packet fragments. uIP 

systems with fast ethernet or WiFi can 

modify the hardware driver to send every 

packet twice. [5] 

 

Some PCs do not correctly respond to a fast 

uIP system on a local ethernet, because the 

uIP system can start a responding packet 

before the PC is ready to receive it. The 

solution is to call the uIP system less 

frequently in the main loop. Typical 

implementations of uIP have a fixed IP 

address, which can make them impractical 

in real networks, although some have 

implemented DHCP. [2][4] 
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