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Abstract- Multicast DNS is an implementation of a 

DNS server that listens and responds on a 

multicast address and port. The behavior of a 

multicast DNS server should be exactly the same 

as unicast DNS, in which a client can query any 

and all DNS servers on the multicast group and, 

if a matching is found, a response is returned on 

that multicast group.  

To prevent excessive network traffic, multicast 

DNS typically follows some general best 

practices. First, responses are sent over 

multicast so that all nodes on the network 

become aware of the service. If there is no 

response to the initial query due to either 

dropped packets or no multicast DNS servers 

existing on the network, the DNS client will 

wait a period of time and then retransmit the 

query again over multicast. If there are 

multiple hosts on a network that all match a 

query, they will all respond. In future queries, 

a client can specify what is called a Known 

Answer List, meaning the client already knows 

about certain hosts and is looking for 

additional hosts. If a multicast DNS server sees 

a query and recognizes that it is already on the 

Known Answer List, it will not respond. [1] 

This paper focuses on the basic concept of multicast domain 

name system, overview of DNS, fundamentals of DNS as well 

as components of DNS, function of DNS, DNS Query Types, 

Zone files, and Record’s. 

 

 

 

 

INTRODUCTION  

 

Multicast DNS is an implementation of a DNS server that 

listens and responds on a multicast address and port. The 

behavior of a multicast DNS server should be exactly the same 

as unicast DNS, in which a client can query any and all DNS 

servers on the multicast group and, if a matching is found, a 

response is returned on that multicast group.  

 

 

To prevent excessive network traffic, multicast DNS typically 

follows some general best practices. First, responses are sent 

over multicast so that all nodes on the network become aware 

of the service. If there is no response to the initial query due to 

either dropped packets or no multicast DNS servers existing on 

the network, the DNS client will wait a period of time and then 

retransmit the query again over multicast. If there are multiple 

hosts on a network that all match a query, they will all respond. 

In future queries, a client can specify what is called a Known 

Answer List, meaning the client already knows about certain 

hosts and is looking for additional hosts. If a multicast DNS 

server sees a query and recognizes that it is already on the 

Known Answer List, it will not respond. 

 

 

OVERVIEW of mDNS 

 

In this section we provide a brief overview of mDNS and 

introduce some terminology that we shall use throughout the 

paper. The principle task of the mDNS is to provide a mapping 

from the human readable domain names to numerical IP-

addresses used to identify hosts on the Internet. It is 

implemented in a distributed database consisting of a hierarchy 

of name servers. The name space is divided into zones and each 

zone has two or more authoritative name servers that are 

responsible for keeping information about that zone up-to-date. 

One of these authoritative servers is the primary name server, 

which holds the master file containing all the resource records 

for that zone. When new hosts are added to a zone, the 

administrator must edit this file manually to make the new hosts 

public. The other authoritative servers (secondary name 

servers) periodically fetch the contents of the master file in 

order to keep their records up-to-date. These zone transfers are 

done using the special zone transfer query type in DNS (AXFR 

query type). 

 

When a client needs to obtain an IP-address for a hostname, 

The query proceeds as shown in Fig. 1. In Fig. 1, C is the client, 

H is the host that the client is trying to resolve, and C 

DNS servers. 

First, the client sends the query to its local name server D1. 

Typically this local name server acts as the primary name server 

for the zone where the client resides and has all the DNS 

information for that zone as well as cached copies of DNS 

information from other zones that the local clients have recently 

queried. Assuming that this server does not have a cached copy 

of the information, it queries one of the root name servers, D2  

(currently there are 13 root name servers in the world  which 



returns a referral to a name server responsible for the top-level 

domain of the hostname. The local name server then queries this 

server D3 and gets a referral to an authoritative server D 4 for the 

domain in which the host is located. Finally, the local name 

server queries the authoritative name server and gets the reply 

with the IP-address of the host. When the local name server 

receives the reply it sends it to the client and caches a copy. If 

another client now wants the address of the same host, the local 

name server can immediately return the cached copy, thus 

avoiding the need to query distant name servers. (In this 

example we assumed that all the queries from D1 are iterative; 

recursive and combinations of recursive and iterative queries 

are possible. We also assumed that there is one intermediate 

name server between the root and the authoritative name server; 

in reality there can be more or less.) 

 

 

Fundamentals of DNS: We should start by defining our terms. 

While some of these topics are familiar from other contexts, 

there are many terms used when talking about domain names 

and DNS that aren't used too often in other areas of computing. 

 

 
Fig. 1: A DNS query. C is the client, H is the host that the client is trying 

to resolve, D1 is the local name server, D2 is a root name server, D3 is an intermediate 

name server, and D4 is an authoritative name server for the queried host 

    Domain Name System: The domain name system, more 

commonly known as "DNS" is the networking system in place 

that allows us to resolve human-friendly names to unique 

addresses.  

 

The Domain Name System is implemented as a hierarchical and 

distributed database containing various types of data, including 

host names and domain names. The names in a DNS database 

form a hierarchical tree structure called the domain namespace. 

Domain names consist of individual labels separated by dots, 

for example: mydomain.microsoft.com. 

A fully qualified domain name (FQDN) uniquely identifies the 

host’s position within the DNS hierarchical tree by specifying 

a list of names separated by dots in the path from the referenced 

host to the root. The following figure shows an example of a 

DNS tree with a host called mydomain within the 

microsoft.com. domain. The FQDN for the host would be 

mydomain.microsoft.com. [6] 

 

 

Fig. 2: DNS Domain Name Hierarchy 

This figure shows how Microsoft is assigned authority by the 

Internet root servers for its own part of the DNS domain 

namespace tree on the Internet. DNS clients and servers use 

queries as the fundamental method of resolving names in the 

tree to specific types of resource information. This information 

is provided by DNS servers in query responses to DNS clients, 

which then extract the information and pass it to a requesting 

program for resolving the queried name. In the process of 

resolving a name, keep in mind that DNS servers often function 

as DNS clients, querying other servers in order to fully resolve 

a queried name. 

Understanding the DNS domain namespace: The DNS domain 

namespace, as shown in the following figure, is based on the 

concept of a tree of named domains. Each level of the tree can 

represent either a branch or a leaf of the tree. A branch is a level 

where more than one name is used to identify a collection of 

named resources. A leaf represents a single name used once at 

that level to indicate a specific resource.[6] 

 

How the DNS domain namespace is organized: Any DNS 

domain name used in the tree is technically a domain. Most 

DNS discussions, however, identify names in one of five ways, 

based on the level and the way a name is commonly used. For 

example, the DNS domain name registered to Microsoft 

(microsoft.com.) is known as a second-level domain. This is 

because the name has two parts (known as labels) that indicate 

it is located two levels below the root or top of the tree. Most 



DNS domain names have two or more labels, each of which 

indicates a new level in the tree. Periods are used in names to 

separate labels. 

The five categories used to describe DNS domain names by 

their function in the namespace are described following the 

bellow along with an example of each name type. 

 

Types of DNS domain names: 

    Root domain: This is the top of the tree, representing an 

unnamed level; it is sometimes shown as two empty quotation 

marks (""), indicating a null value. When used in a DNS domain 

name, it is stated by a trailing period (.) to designate that the 

name is located at the root or highest level of the domain 

hierarchy. In this instance, the DNS domain name is considered 

to be complete and points to an exact location in the tree of 

names. Names stated this way are FQDNs. For example A 

single period (.) or a period used at the end of a name, such as 

“example.microsoft.com.” 

 

Top-Level Domain: A top-level domain, or TLD, is the most 

general part of the domain. The top-level domain is the furthest 

portion to the right (as separated by a dot). Common top-level 

domains are "com", "net", "org", "gov", "edu", and "io".Top-

level domains are at the top of the hierarchy in terms of domain 

names. Certain parties are given management control over top-

level domains by ICANN (Internet Corporation for Assigned 

Names and Numbers). These parties can then distribute domain 

names under the TLD, usually through a domain registrar. 

 

Second-level domain: Variable-length names registered to an 

individual or organization for use on the Internet. These names 

are always based on an appropriate top-level domain, 

depending on the type of organization or geographic location 

where a name is used. For example “microsoft.com. ”, which is 

the second-level domain name registered to Microsoft by the 

Internet DNS domain name registrar. 

 

Subdomain: Additional names that an organization can create 

that are derived from the registered second-level domain name. 

These include names added to grow the DNS tree of names in 

an organization and divide it into departments or geographic 

locations. For example “example.microsoft.com.”, which is a 

fictitious subdomain assigned by Microsoft for use in 

documentation example names. 

 

Host or resource name: Names that represent a leaf in the DNS 

tree of names and identify a specific resource. Typically, the 

leftmost label of a DNS domain name identifies a specific 

computer on the network. For example, if a name at this level 

is used in a host (A) resource record, it is used to look up the IP 

address of computer based on its host name. For example “host-

a.example.microsoft.com.”, where the first label (“host-a”) is 

the DNS host name for a specific computer on the network. 

    Domain Name: A domain name is the human-friendly name 

that we are used to associating with an internet resource. For 

instance, "google.com" is a domain name. Some people will say 

that the "Google" portion is the domain, but we can generally 

refer to the combined form as the domain name.  

The URL "google.com" is associated with the servers owned by 

Google Inc. The domain name system allows us to reach the 

Google servers when we type "google.com" into our browsers. 

IP Address: An IP address is what we call a network 

addressable location. Each IP address must be unique within its 

network. When we are talking about websites, this network is 

the entire internet. 

IPv4, the most common form of addresses, are written as four 

sets of numbers, each set having up to three digits, with each set 

separated by a dot. For example, "111.222.111.222" could be a 

valid IPv4 IP address. With DNS, we map a name to that 

address so that you do not have to remember a complicated set 

of numbers for each place you wish to visit on a network. 

Hosts: Within a domain, the domain owner can define 

individual hosts, which refer to separate computers or services 

accessible through a domain. For instance, most domain owners 

make their web servers accessible through the bare domain 

(example.com) and also through the "host" definition "www" 

(www.example.com).You can have other host definitions under 

the general domain. You could have API access through an 

"api" host (api.example.com) or you could have ftp access by 

defining a host called "ftp" or "files" (ftp.example.com or 

files.example.com). The host names can be arbitrary as long as 

they are unique for the domain. 

    SubDomain: A subject related to hosts are subdomains.DNS 

works in a hierarchy. TLDs can have many domains under 

them. For instance, the "com" TLD has both "google.com" and 

"ubuntu.com" underneath it. A "subdomain" refers to any 

domain that is part of a larger domain. In this case, 

"ubuntu.com" can be said to be a subdomain of "com". This is 

typically just called the domain or the "ubuntu" portion is called 

a SLD, which means second level domain. 

Likewise, each domain can control "subdomains" that are 

located under it. This is usually what we mean by subdomains. 

For instance you could have a subdomain for the history 

department of your school at "www.history.school.edu". The 

"history" portion is a subdomain. 

The difference between a host name and a subdomain is that a 

host defines a computer or resource, while a subdomain extends 

the parent domain. It is a method of subdividing the domain 

itself. 

http://www.example.com/
http://www.history.school.edu/


Whether talking about subdomains or hosts, you can begin to 

see that the left-most portions of a domain are the most specific. 

This is how DNS works: from most to least specific as you read 

from left-to-right. 

    Fully Qualified Domain Name: A fully qualified domain 

name, often called FQDN, is what we call an absolute domain 

name. Domains in the DNS system can be given relative to one 

another, and as such, can be somewhat ambiguous. A FQDN is 

an absolute name that specifies its location in relation to the 

absolute root of the domain name system. 

This means that it specifies each parent domain including the 

TLD. A proper FQDN ends with a dot, indicating the root of the 

DNS hierarchy. An example of a FQDN is "mail.google.com.". 

Sometimes software that calls for FQDN does not require the 

ending dot, but the trailing dot is required to conform to ICANN 

standards. 

    Name Server: A name server is a computer designated to 

translate domain names into IP addresses. These servers do 

most of the work in the DNS system. Since the total number of 

domain translations is too much for any one server, each server 

may redirect request to other name servers or delegate 

responsibility for a subset of subdomains they are responsible 

for. Name servers can be authoritative", meaning that they give 

answers to queries about domains under their control. 

Otherwise, they may point to other servers, or serve cached 

copies of other name servers' data. 

 

 

 
 

Fig. 2.DNS Server 

 
 

Components of DNS [2]: There are various components of DNS 

that enable it to function properly and also provides it with 

certain additional facilities. Below, you will find the detail of 

components which are related with DNS. 

 

The DNS servers enable the whole process of resolution of 

names with IP Addresses to take place. This means that DNS 

servers play in integral role in allocating names to IP Addresses 

and the resolving them on client's request. When you connect 

to the internet, you use the DNS servers every time in order to 

access the correct IP Address associated with the URL which 

you types. There are generally two ways in which the addresses 

of DNS servers could be accessed by a computer or a client. In 

the first case, one can connect to the internet using as ISP, 

Internet Service Provider. This internet service provider is 

responsible for providing you all the addresses on the DNS 

servers which you will use to resolve the URL or the website 

with its IP address. However, if you are using an IP network, 

you have the right to configure the client manually with all the 

addresses of DNS servers which they are supposed to use. This 

shows the flexibility in this process and exhibits the amount of 

relaxation one has while configuring these DNS servers. 

 

 

It is important to note that there are loads of DNS servers over 

the internet. It might be possible that you are not able to find the 

associates IP Address with your URL on one DNS server. This 

is the reason why your request is forwarded to other DNS 

servers that maintain a relational database of names and IP 

addresses. This forwarding of requests make sure that the client 

is able to find the required IP Address in order to access the 

server which it is willing to. There are some special DNS 

servers which are known as Forwarders. These types of DNS 

servers facilitate the clients by processing Recursive 

queries. These forwarders make sure that they figure out the 

URL for the requested name and then provide it back to the 

client. However, in case it is not able to perform this task, it 

forwards all of its queries to other DNS servers until it gets back 

the perfect result. This process in which the requests are 

forwarded to other servers is known as Referral. All of the DNS 

servers are not able to perform this special task. The basic 

concept used behind this process is of iterative query, which 

makes sure that the request is forwarded to other servers until 

the desired result is acquired. 

 

 

DNS servers also perform a process known as Reverse name 

lookup. This enables the servers to find out the name related to 

a corresponding IP Address. This means that the server will be 

provided with the IP Address and it will search its database to 

find its corresponding name. This is possible because of the 

existence of a relational database which makes sure that the 

information can be searched by either providing the name or the 

IP Address. In addition to this, there are some DNS servers 



which do not host the DNS namespace but are only developed 

for the purpose of resolving names with IP Addresses. These 

special kinds of DNS servers are known as Caching-only 

servers. 

By this, we can conclude that there are thousands of DNS 

servers available which primarily perform the task of resolving 

IP Addresses with their respective names. However, they are 

also able to perform a number of other tasks which provide 

them with a better approach towards their work and enable them 

provide the client with the exact match for the information 

requested. These thousands of DNS servers work together to 

make sure that they are able to resolve every IP Address with 

its respective name. 

 

   The part of the system sending the queries is called the 

resolver and is the client side of the configuration. The name 

server answers the queries. Read RFCs 1034 and 1035. These 

contain the bulk of the DNS information and are superseded by 

RFCs 1535-1537. Naming is in RFC 1591. The main function 

of DNS is the mapping of IP addresses to human readable 

names. 

   Three main components of DNS: 

1. resolver 

2. name server 

3. database of resource records(RRs) 

   Function of DNS [3]: Now that we are familiar with some of 

the terminology involved with mDNS, how does the system 

actually work? 

The system is very simple at a high-level overview, but is very 

complex as you look at the details. Overall though, it is a very 

reliable infrastructure that has been essential to the adoption of 

the internet as we know it by the following discussions. 

 

1)  Root Servers: As we said above, DNS is, at its core, a 

hierarchical system. At the top of this system is what are known 

as "root servers". These servers are controlled by various 

organizations and are delegated authority by ICANN (Internet 

Corporation for Assigned Names and Numbers). 

There are currently 13 root servers in operation. However, as 

there are an incredible number of names to resolve every 

minute, each of these servers is actually mirrored. The 

interesting thing about this set up is that each of the mirrors for 

a single root server share the same IP address. When requests 

are made for a certain root server, the request will be routed to 

the nearest mirror of that root server. 

What do these root servers do? Root servers handle requests for 

information about Top-level domains. So if a request comes in 

for something a lower-level name server cannot resolve, a query 

is made to the root server for the domain. 

The root servers won't actually know where the domain is 

hosted. They will, however, be able to direct the requester to the 

name servers that handle the specifically requested top-level 

domain. 

So if a request for "www.wikipedia.org" is made to the root 

server, the root server will tell not find the result in its records. 

It will check its zone files for a listing that matches 

"www.wikipedia.org". It will not find one. 

It will instead find a record for the "org" TLD and give the 

requesting entity the address of the name server responsible for 

"org" addresses. 

2)  TLD Servers: The requester then sends a new request to the 

IP address (given to it by the root server) that is responsible 

for the top-level domain of the request. 

So, to continue our example, it would send a request to the 

name server responsible for knowing about "org" domains to 

see if it knows where "www.wikipedia.org" is located. 

Once again, the requester will look for "www.wikipdia.org" in 

its zone files. It will not find this record in its files. 

However, it will find a record listing the IP address of the 

name server responsible for "wikipedia.org". This is getting 

much closer to the answer we want. 

3) Domain-Level Name Servers: At this point, the requester 

has the IP address of the name server that is responsible for 

knowing the actual IP address of the resource. It sends a new 

request to the name server asking, once again, if it can resolve 

www.wikipedia.org". 

The name server checks its zone files and it finds that it has a 

zone file associated with "wikipedia.org". Inside of this file, 

there is a record for the "www" host. This record tells the IP 

address where this host is located. The name server returns the 

final answer to the requester. 

DNS Query Types [4]: There are three types of queries issued: 

Recursive queries received by a server forces that server to find 

the information requested or post a message back to the query 

that the information cannot be found. 

Iterative queries allow the server to search for the information 

and pass back the best information it knows about. This is the 

www.wikipedia.org
www.wikipedia.org
www.wikipedia.org
www.wikipdia.org
www.wikipedia.org


type that is used between servers. Clients used the recursive 

query. 

Reverse - The client provides the IP address and asks for the 

name. In other queries the name is provided, and the IP address 

is returned to the client. 

Generally (but not always), a server-to-server query is iterative 

and a client-resolver-to-server query is recursive. You should 

also note that a server can be queried or it can be the person 

placing a query. Therefore, a server contains both the server and 

client functions. A server can transmit either type of query. If it 

is handed a recursive query from a remote source, it must 

transmit other queries to find the specified name, or send a 

message back to the originator of the query that the name could 

not be found. 

Zone files [4]: A zone file is a simple text file that contains the 

mappings between domain names and IP addresses. This is 

how the DNS system finally finds out which IP address should 

be contacted when a user requests a certain domain name. 

Zone files reside in name servers and generally define the 

resources available under a specific domain, or the place that 

one can go to get that information. 

Records of DNS [5]: Within a zone file, records are kept. In its 

simplest form, a record is basically a single mapping between 

a resource and a name. These can map a domain name to an IP 

address, define the name servers for the domain, define the 

mail servers for the domain, etc. 

Although we have talked about the DNS servers, but the sole 

prerequisite that makes these servers function are the DNS 

records. DNS records are essentially the database records in 

which all the information regarding the IP addresses and their 

corresponding names is stores. Whenever a computer or a client 

joins a network, its related information is stored in a Resource 

Record. These records might be created manually or maintained 

automatically by DNS servers. There are a number of ways in 

which these records could be stored and accessed by the servers. 

Following are the most essential resource records which are 

utilized by DNS servers. 

 

 

A: This resource record stores the addresses in a 32-bit format. 

It comprises of a relational database of names and their 

respective IP addresses. It is basically associated with providing 

the addresses for an IPv4 network. It is one of the most widely 

used resource records. The primary purpose of A is to deal with 

the requests from the servers and convert the names into IP 

addresses to provide the IP address back to the server. 

 

 

MX: MX is also known as Mail Exchanger. It is responsible for 

storing the information regarding the directing of emails on the 

server. It help figure out that at which location is a particular 

mail supposed to be delivered. Whenever a DNS server has to 

send or forward a mail to a particular address, it looks the MX 

record to serve its purpose. 

 

 

AAAA: AAAA is a resource record which stores the addresses 

in a 128-bit format. It comprises of a relational database of 

names and their respective IP addresses. It is basically 

associated with providing the addresses for an IPv6 network. It 

is not as widely used on the internet web server as "A" because 

the internet generally works on IPv4. The primary purpose of 

AAAA is to deal with the requests from the servers and convert 

the names into IP addresses to provide the IP address back to 

the server. 

 

 

CNAME: CNAME is also known as Canonical Name. It 

provides the facility to have more than one name associated with 

a client or a computer's IP Address on a network. This means 

that it holds more than one name records for the IP Addresses 

on a network. This secondary name will be available in the DNS 

database. CNAME record works in conformation to the A or 

AAAA records. 

 

 

PTR: PTR is also referred to as Pointer. It is used primarily to 

facilitate the task of reverse name lookups. It provides with the 

names of the clients which are associated with a particular IP 

Address. It can be thought to function in the opposite way as an 

A or AAAA record does. 
 

 

It is important to note that the standard procedure for DNS 

records on the internet is "A" as the internet works on IPv4. 

Furthermore, in order to facilitate the users, you have the 

facility to create more than one name for a particular IP address. 

This can either be done by using CNAMEs as discussed above 

or by using multiple records for names in an A or AAAA 

record. These varieties of records which are available to the 

DNS servers allow them to function in many special 

circumstances. The process of DNS holds an essential 

requirement to have well-maintained records in order to allow 

the servers to carry out their task perfectly. In addition to this, 



these records make it quite easy for the servers to look for the 

required information as they all maintain a relational database. 

This is the reason why the process of DNS works with a great 

deal of perfection. 

 

  
 

CONCLUSION 

 

mDNS, or the Multicast Domain Name System, is often a very 

difficult part of learning how to configure websites and servers. 
Understanding how DNS works that helps us to diagnose 

problems with configuring access to our websites and will allow 

us to broaden our understanding of what's going on behind the 

scenes. In this paper, we discussed some fundamental DNS 

concepts that helps us to hit the ground running with our DNS 

configuration. After tackling this guide, we should be ready 

to set up our domain name with set up our own DNS server. 
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