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Abstract 
QUIC (Quick UDP Internet Connection) is a 

new multiplexed and secure transport atop 

UDP, designed from the ground up and 

optimized for   HTTP/2 [3] semantics.  While 

built with HTTP/2 as the primary application   

protocol, QUIC builds on decades of transport 

and security experience, and implements  

mechanisms that make it attractive as a modern 

general-purpose transport.  QUIC provides 

multiplexing and flow control equivalent to 

HTTP/2, security equivalent to TLS, and 

connection semantics, reliability, and 

congestion control equivalent to TCP. 

 

Keywords - Quick, FIN, UDP,TCP,TLS,SSL, 

STREAM,Explicit,Implicit,Termination. 

 

Introduction 

QUIC (Quick UDP Internet Connections, 

pronounced quick) is an experimental transport 

layer network protocol designed by Jim 

Roskind
 

at Google, initially implemented in 

2012, and announced as experimentation 

broadened
 

in 2013. QUIC supports a set 

of multiplexed connections between two 

endpoints over User Datagram Protocol(UDP), 

and was designed to provide security protection 

equivalent to TLS/SSL, along with reduced 

connection and transport latency, 

and bandwidth estimation in each direction to 

avoid congestion. QUIC's main goal is to 

improve perceived performance of connection-

oriented web applications that are currently 

using TCP [2]. It also provides a venue for 

rapid iteration of congestion avoidance 

algorithms, placing control into application 

space at both endpoints, rather than (the 

relatively slow to evolve) kernel space. QUIC 

operates entirely in user space,  

 

 

and is currently shipped to users as a part of the 

Chromium browser, enabling rapid deployment 

and experimentation.  As a user space transport 

a top UDP, QUIC [5] allows innovations which 

have proven difficult to deploy with existing 

protocols as they are hampered by legacy 

clients and middle boxes, or by prolonged 

Operating System development and deployment 

cycles. An important goal for QUIC [5] is to 

inform better transport design through rapid 

experimentation.  As a result, we hope to 

inform and where possible migrate distilled 

changes into TCP and TLS, which tend to have 

much longer iteration cycles. This document 

describes the conceptual design and the wire 

specification of the QUIC [5] protocol.  

Accompanying documents describe the 

combined crypto and transport handshake 

[QUIC-CRYPTO], and loss recovery and 

congestion control [draft-quic-loss-

recovery].Additional resources, including a 

more detailed rationale document are available 

on the Chromium QUIC webpage. 

Design of the QUIC Transmission Machinery 

All transmissions in QUIC are sent with a 

packet-level header, which includes a packet 

sequence number (referred to below as a packet 

number).  These packet numbers never repeat in 

the lifetime of a connection, and are 

monotonically increasing, which makes 

duplicate detection trivial.  This fundamental 

design decision obviates the need for 

disambiguating between transmissions and 

retransmissions and eliminates significant 

complexity from QUIC's interpretation of TCP 

loss detection mechanisms. Every packet can 

contain several frames;  
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https://en.wikipedia.org/wiki/Network_congestion
https://en.wikipedia.org/wiki/Web_application
https://en.wikipedia.org/wiki/Transmission_Control_Protocol
https://tools.ietf.org/html/draft-tsvwg-quic-protocol-02#ref-QUIC-CRYPTO
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we outline the frames that are important to the loss 

detection and congestion control machinery below.     

o  STREAM frames contain application data.  

Crypto handshake data is also sent as STREAM 

data, and uses the reliability machinery of QUIC 

underneath [5]. 

o ACK frames contain acknowledgment 

information.  QUIC uses a NACK- based scheme, 

where the largest observed packet number is 

reported, and packets with sequence numbers 

lesser than the largest observed not yet seen are 

reported as NACK ranges.  The ACK frame also 

includes a receive timestamp for each packet newly 

acked. 

Connection Establishment 

 

A QUIC client is the endpoint that initiates a 

connection.  QUIC's connection establishment 

intertwines version negotiation with the crypto and 

transport handshakes to reduce connection 

establishment latency.  We first describe version 

negotiation below. 

Each of the initial packets sent from the client to 

the server must set the version flag, and must 

specify the version of the protocol being used.  

Every packet sent by the client must have the 

version flag on, until it receives a packet from the 

server with the version flag off.   

After the server receives the first packet from the 

client with the version flag off, it must ignore any 

(possibly delayed) packets with the version flag on. 

When the server receives a packet with a 

Connection ID for a new connection, it will 

compare the client's version to the versions it 

supports. If the client's version is acceptable to the 

server, the server will use this protocol version for 

the lifetime of the connection.  In this case, all 

packets sent by the server will have the version 

flag off.    

  

 

If the client's version is not acceptable to the 

server, a 1-RTT delay will be incurred.  The 

server will send a Version Negotiation 

Packet to the client.  This packet will have 

the version flag set and will include the 

server's set of supported versions. When the 

client receives a Version Negotiation Packet 

from the server, it will select an acceptable 

protocol version and resend all packets using 

this version.    

 

These packets must continue to have the 

version flag set and must include the new 

negotiated protocol version.  Eventually, the 

client receives the first Regular Packet [1] 

(i.e. not a Version Negotiation Packet) from 

the server indicating the end of version 

negotiation, and the client now sends all 

subsequent packets with the version flag off. 

In order to avoid downgrade attacks, the 

version of the protocol that the client 

specified in the first packet and the set of 

versions supported by the server must be 

included in the crypto handshake data.  The 

client needs to verify that the server's version 

list from the handshake matches the list of 

versions in the Version Negotiation Packet.  

The server needs to verify that the client's 

version from the handshake represents a 

version of the protocol that it does not 

actually support. The rest of the connection 

establishment is described in the handshake 

document [QUIC-CRYPTO].  The crypto 

handshake is performed over the dedicated 

crypto stream (Stream ID 1) [4]. 

During connection establishment, the 

handshake must negotiate various transport 

parameters.  The currently defined transport 

parameters are described later in the 

document. 

  

 

https://tools.ietf.org/html/draft-tsvwg-quic-protocol-02#ref-QUIC-CRYPTO
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Congestion Control 
 
QUIC has pluggable congestion control, and 

provides richer information to the congestion 

control algorithm than TCP. Currently, 

Google’s implementation of QUIC uses a 

reimplementation of TCP [3] Cubic and is 

experimenting with alternative approaches. One 

example of richer information is that each 

packet, both original and retransmitted, carries a 

new sequence number. This allows a QUIC 

sender to distinguish ACKs for retransmissions 

from ACKs for originals and avoids TCP’s 

retransmission ambiguity problem. QUIC 

ACKs also explicitly carry the delay between 

the receipt of a packet and its acknowledgment 

being sent, and together with the 

monotonically-increasing sequence 

numbers.  This allows for precise roundtrip-

time calculation. Finally, QUIC’s ACK frames 

support up to 256 NACK ranges, so QUIC is 

more resilient to reordering than TCP (with 

SACK), as well as able to keep more bytes on 

the wire when there is reordering or loss. Both 

client and server have a more accurate picture 

of which packets the peer has received.  

 

Multiplexing 
 

One of the larger issues with HTTP2 on top of 

TCP is the issue of head-of-line blocking. The 

application sees a TCP connection as a stream 

of bytes. When a TCP packet is lost, no streams 

on that HTTP2 [3] connection can make 

forward progress until the packet is 

retransmitted and received by the far side - not 

even when the packets with data for these 

streams have arrived and are waiting in a 

buffer. Because QUIC is designed from the 

ground up for multiplexed operation, lost 

packets carrying data for an individual stream 

generally only impact that specific stream. Each 

stream frame can be immediately dispatched to 

that stream on arrival, 

 

so streams without loss can continue to be 

reassembled and make forward progress in the 

application.   

 

Forward Error Correction 
 
In order to recover from lost packets without 

waiting for a retransmission, QUIC can 

complement a group of packets with an FEC 

packet. Much like RAID, the FEC packet 

contains parity of the packets in the FEC group. 

If one of the packets in the group is lost, the 

contents of that packet can be recovered from 

the FEC packet and the remaining packets in the 

group. The sender may decide whether to send 

FEC packets to optimize specific scenarios (e.g., 

beginning and end of a request).  

 

Connection Migration 
 

QUIC connections are identified by a 64 bit 

connection ID, randomly generated by the 

client. In contrast, TCP connections are 

identified by a 4-tuple of source address, source 

port, destination address and destination port. 

This means that if a client changes IP addresses 

(for example, by moving out of Wi-Fi range and 

switching over to cellular) or ports (if a NAT 

box loses and rebinds the port association), any 

active TCP connections are no longer valid. 

When a QUIC client changes IP [4] addresses, it 

can continue to use the old connection ID from 

the new IP address without interrupting any in-

flight requests. 

Data Transfer 

 

QUIC implements connection reliability, 

congestion control, and flow control.  QUIC 

flow control closely follows HTTP/2's flow 

control. QUIC reliability and congestion control 

are described in an accompanying document.    
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A QUIC connection uses a single packet 

sequence number space for shared congestion 

control and loss recovery across the connection. 

All data transferred in a QUIC connection, 

including the crypto handshake, is sent as data 

inside streams, but the ACKs acknowledge 

QUIC Packets. This section conceptually 

describes the use of streams for data transfer 

within a QUIC connection.  The various frames 

that are mentioned in this section are described 

in the section on Frame Types and Formats. 

Life of a QUIC Stream 
 

Streams are independent sequences of bi-

directional data cut into stream frames.  Streams 

can be created either by the client or the server 

can concurrently send data interleaved with other 

streams, and can be cancelled.  QUIC's stream 

lifetime is modeled closely after HTTP/2's 

[RFC7540].  (HTTP/2's usage of QUIC streams 

is described in more detail later in the 

document). Stream creation is done implicitly, 

by sending a STREAM [3] frame for a given 

stream.  To avoid stream ID collision, the 

Stream-ID must be even if the server initiates the 

stream, and odd if the client initiates the stream. 

0 is not a valid Stream-ID.  Stream 1 is reserved 

for the crypto handshake, which should be the 

first client-initiated stream. When using HTTP/2 

over QUIC, Stream 3 is reserved for transmitting 

compressed headers for all other streams, 

ensuring reliable in-order delivery and 

processing of headers. Stream-IDs [5] from each 

side of the connection must increase 

monotonically as new streams are created. E.g.  

Stream 2 may be created after stream 3, but 

stream 7 must not be created after stream 9. The 

peer may receive streams out of order. For 

example, if a server receives packet 10 including 

frames for stream 9 before it receives packet 9 

including frames for stream 7, it should handle 

this gracefully. If the endpoint receiving a 

STREAM frame does not want to accept the 

stream,  

           

 

 

it can immediately respond with a 

RST_STREAM frame (described below).  Note, 

however, that the initiating endpoint may have 

already sent data on the stream as well; this data 

must be ignored. Once a stream is created, it can 

be used to send and receive data. This means that 

a series of stream frames can be sent by a QUIC 

end point on a stream until the stream is 

terminated in that direction. 

Either QUIC endpoint can terminate a stream 

normally.  There are three ways that streams can 

be terminated: 

1. Normal termination: Since streams are 

bidirectional, streams can be "half-closed" or 

"closed".  When one side of the stream sends a 

frame with the FIN bit set to true, the stream is 

considered to be "half-closed" in that direction.  

A FIN indicates that no further data will be sent 

from the sender of the FIN on this stream.  When 

a QUIC endpoint has both sent and received a 

FIN, the endpoint considers the stream to be 

"closed".  While the FIN should be sent with the 

last user data for a stream, the FIN [2] bit can be 

sent on an empty stream frame following the last 

data on the stream.  

2.  Abrupt termination: Either the client or server 

can send a RST_STREAM frame for a stream at 

any time. A RST_STREAM frame contains an 

error code to indicate the reason for failure (error 

codes are listed later in the document.)  When a 

RST_STREAM frame is sent from the stream 

originator, it indicates a failure to complete the 

stream and that no further data will be sent on the 

stream.   When a RST_STREAM frame is sent 

from the stream receiver, the sender, upon 

receipt, should stop sending any data on the 

stream. The stream receiver should be aware that 

there is a race between data already in transit 

from the sender and the time the RST_STREAM 

frame is received. In order to ensure that the 

connection-level flow control is correctly 

accounted,   even if a RST_STREAM frame is 

received, a sender needs to ensure that either: the 

FIN   and all bytes in the stream are received by  
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Fig: Data transmission of QUIC Protocol 

 

 

 

the peer or a RST_STREAM frame is received 

by the peer.  This also means that the sender of a 

RST_STREAM frame needs to continue 

responding to incoming STREAM_FRAMEs on 

this stream with the appropriate 

WINDOW_UPDATEs to ensure that the sender 

does not get flow control blocked attempting to 

delivery the FIN [5]. 

 

3. Streams are also terminated when the 

connection is terminated, as described in the next 

section. 

Connection Termination 

 

Connections should remain open until they 

become idle for a pre-negotiated period of time.   

When a server decides to terminate an idle 

connection, it should not notify the client to avoid 

waking up the radio on mobile devices.   

A QUIC connection, once established, can be 

terminated in one of two ways: 

 

1.  Explicit Shutdown: An endpoint sends a 

CONNECTION_CLOSE [4] frame to the peer 

initiating a connection termination.  An endpoint 

may send a GOAWAY frame to the peer prior to 

a CONNECTION_CLOSE to indicate that the 

connection will soon be terminated. A 

GOAWAY frame when sent signals to the peer 

that any active streams will continue to be 

processed,  but the sender of the GOAWAY will 

not initiate any additional streams and will not 

accept any new incoming streams.  On 

termination of the active streams, a 

CONNECTION_CLOSE may be sent.  If an 

endpoint sends a CONNECTION_CLOSE frame 

while unterminated streams are active    (no FIN 

bit or RST_STREAM frames have been sent or 

received for one or more streams),  
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then the peer must assume that the streams were 

incomplete and were abnormally terminated. 

 

2.  Implicit Shutdown: The default idle timeout 

for a QUIC connection is 30 seconds, and is a 

required parameter ("ICSL") in connection 

negotiation.  The maximum is 10 minutes.  If 

there is no network activity for the duration of the 

idle timeout, the connection is closed.  By default 

a CONNECTION_CLOSE frame will be sent.  A 

silent close option can be enabled when it is 

expensive to send an explicit close, such as 

mobile networks that must wake up the radio. 

An endpoint may also send a PUBLIC_RESET 

packet at any time during the connection to 

abruptly terminate an active connection.  A 

PUBLIC_RESET is the QUIC equivalent of a 

TCP RST. TCP conflates transmission sequence 

number at the sender with delivery sequence 

number at the receiver, which results in 

retransmissions of the same data carrying the 

same sequence number, and consequently to 

problems caused by "retransmission ambiguity". 

QUIC [1] separates the two: QUIC uses a packet 

transmission number 

(referred to as the "sequence number") for 

transmissions, and any data that is to be delivered 

to the receiving application(s) is sent 

 in one or more streams, with stream offsets 

encoded within STREAM frames inside of 

packets that determine delivery order 
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