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Abstract - The Data Distribution Service for Real Time 

Systems(DDS) is an Object Management Group(OMG) 

machine to machine middleware “m2m” standard that aims to 

enable scalable, real-time, dependable, high-performance and 

interoperable data exchanges between publishers and 

subscribers. DDS addresses the needs of applications like 

financial trading, air traffic control, smart grid management 

and other Big Data applications [1]. The standard is used in 

applications such as smartphone operating systems, 

transportation systems and vehicles, software-defined radio 

and by health care providers. DDS may also be used in certain 

implementations of the Internet of things. 

 

The OMG DDS attempts to unify the common 

practice of several existing implementations [3,5] enumerating 

and providing formal definitions for the QoS (Quality of 

Service) settings that can be used to configure the service. 

 

 This paper introduces the OMG DDS specifications, 

describes the main aspects of the model, QoS Model and gives 

examples of the communication scenarios it supports. 

  

1 INTRODUCTION 

The OMG Data-Distribution Service (DDS) is a new 

specification for publish-subscribe data-distribution systems. 

The purpose of the specification is to provide a common 

application-level interface that clearly defines the data-

distribution service. The specification describes the service 

using UML, providing a platform –independent model that 

can be mapped into a variety of concrete platforms and 

programming languages. 

 

The organization of the information exchange 

between modules is fundamental to publish-subscribe (PS) 

systems. The PS model connects anonymous information 

producers (publishers) with information consumers 

(subscribers). The overall distributed application (the PS 

system) is composed of processes, each running in a separate 

address space possibly on different computers. We will call 

each of these processes a ―participant‖. A participant may 

simultaneously publish and subscribe to information. 

 

The defining aspect of a PS system is the 

decoupling in space, time, and flow between publishers and 

subscribers [2]. The information transferred by data-centric 

communications can be further classified into signals, 

streams and states. Signals represent data that is 

continuously changing (such as reading of a sensor). Signals 

can often be sent best-efforts. Streams represent snapshots of 

the value of a data object that must be interpreted in the 

context of previous snapshots. Streams often need to be sent 

reliably. States represent the state of a set of objects (or 

systems) codified as the most current value of a set of 

attributes (or data structures). The state of an object does not 

necessarily change with any fixed period. Fast changes may 

be followed by long intervals without change. Consumers of 

―state data‖ are typically interested in the most current state. 

However, as the state may not change for a long time, the 

middleware may need to ensure that the most current state is 

delivered reliably. In other words if a value is missed, then it 

is not always acceptable to wait until the value change again. 

 

 The goal of the DDS specification is to facilitate the 

efficient distribution of data in a distributed system. 

Participants using DDS can ‗read‘ and ‗write‘ data 

efficiently and normally with a typed interface.  

 

The DDS specification describes two levels of interfaces: 

 

•A lower Data-Centric Publish-Subscribe (DCPS) level that 

is targeted towards the efficient delivery of the proper 

information to the proper recipients. 

 

•An optional higher Data-Local Reconstruction Layer 

(DLRL) level, which allows for a simpler integration into 

the application layer.  

 

Communication is accomplished with the aid of the 

following entities: Domain Participant, Data Writer, Data 

Reader, Publisher, Subscriber and Topic. All these 

classes extend DCPS Entity, representing their ability to be 

configured through QoS policies, be notified of events via 

listener objects, and support conditions that can be waited 

upon by the application. Each specialization of the DCPS 

Entity base class has a corresponding specialized listener 

and a set of QoS Policy values that are suitable to it. 

 

Publisher represents the objects responsible for 

data issuance. A Publisher may publish data of different data 

types. A Data Writer is a typed facade to a publisher; 

participants use Data Writer(s) to communicate the value of 

and changes to data of a given type. Once new data values 

have been communicated to the publisher, it is the 

publisher's responsibility to determine when it is appropriate 



to issue the corresponding message and to actually perform 

the issuance (the publisher will do this according to its QoS, 

or the QoS attached to the corresponding Data Writer, and/or 

its internal state). 

 
 

 

FIGURE I 
OVERVIEW OF THE DATA DISTRIBUTION SERVICE (DDS) 

 

 

A Subscriber receives published data and makes it 

available to the participant. A Subscriber may receive and 

dispatch data of different specified types. To access the 

received data, the participant must use a typed Data Reader 

attached to the subscriber. 

 

The association of a Data Writer object 

(representing a publication) with Data Reader objects 

(representing the subscriptions) is done by means of the 

Topic. A Topic associates a name (unique in the system), a 

data type, and QoS related to the data itself. The type 

definition provides enough information for the service to 

manipulate the data (for example serializes it into a network-

format for transmission). The definition can be done by 

means of a textual language (e.g. something like ―float x; 

float y;‖) or by means of an operational ―plug-in‖ that 

provides the necessary methods. 

 

DCPS can also support content-based subscriptions 

by means of a filter. This is an optional feature because 

content-based filtering can be computationally intensive and 

introduce hard-to-predict delays. However, recent research 

has proven that there are efficient algorithms to address this 

problem; and in any case, the application can restrict the 

filters to Topics where predictable distribution is not an 

issue.  

 

 

2 THE DDS QOS MODEL 

DDS provides applications with explicit control over a wide 

set of non-functional properties, such as data availability, 

data delivery, data timeliness and resource usage through a 

rich set of QoS policies – Figure 5 shows the full list of 

available QoS. The control provided by these policies over 

the key non-functional properties of data is important for 

traditional systems and indispensable for SoS. Each DDS 

entity (such as a topic, data reader, and data writer) can 

apply a subset of available QoS policies. The policies that 

control and end-to-end property are considered as part of the 

subscription matching. DDS uses a request vs. offered QoS 

matching approach, as shown in Figure 2 in which a data 

reader matches a data writer if and only if the QoS it is 

requesting for the given topic does not exceed (e.g., is no 

more stringent) than the QoS with which the data is 

produced by the data writer.  

 

DDS subscriptions are matched against the topic 

type and name, as well as against the QoS being 

offered/requested by data writers and readers. This DDS 

matching mechanism ensures that 

 

 
 

FIGURE 2 
DDS REQUEST VS. OFFERED QOS MODEL 

 

(1) Types are preserved end-to-end due to the topic type 

matching and (2) end-to-end QoS invariants are also 

preserved. The reminder of this section describes the most 

important QoS policies in DDS. 

2.1 Data Availability 

DDS provides the following QoS policies that control the 

availability of data to domain participants: 

 

•The DURABILITY QoS policy controls the lifetime of the 

data written to the global data space in a DDS domain. 

Supported durability levels include (1) VOLATILE, which 

specifies that once data is published it is not maintained by 

DDS for delivery to late joining applications, (2) 

TRANSIENT LOCAL, which specifies that publishers store 



data locally so that late joining subscribers get the last 

published item if a publisher is still alive, (3) TRANSIENT, 

which ensures that the GDS maintains the information 

outside the local scope of any publisher s for use by late 

joining subscribers, and (4) PERSISTENT, which ensures 

that the GDS stores the information persistently so to make 

it available to late joiners even after the shutdown and restart 

of the whole system. Durability is achieved by relying on a 

durability service whose properties are configured by means 

of the DURABILITY SERVICE QoS of non-volatile topics. 

 
•The LIFESPAN QoS policy controls the interval of time 

during which a data sample is valid. The default value is 

infinite, with alternative values being the time-span for 

which the data can be considered valid. 

 
•The HISTORY QoS policy controls the number of data 

samples (i.e., subsequent writes of the same topic) that must 

be stored for readers or writers. Possible values are the last 

sample, the last n samples, or all samples. 

 

These DDS data availability QoS policies decouple 

applications in time and space. They also enable these 

applications to cooperate in highly dynamic environments 

characterized by continuous joining and leaving of 

publisher/subscribers. Such properties are particularly 

relevant in SoS since they   increase the decoupling of the 

component parts. 

2.2 Data Delivery 

DDS provides the following QoS policies that control how 

data is delivered and how publishers can claim exclusive 

rights on data updates: 

 

•The PRESENTATION QoS policy gives control on how 

changes to the information model are presented to 

subscribers. This QoS gives control on the ordering as well 

as the coherency of data updates. The scope at which it is 

applied is defined by the access scope, which can be one of 

INSTANCE, TOPIC, or GROUP level. 

 

•The RELIABILITY QoS policy controls the level of 

reliability associated with data diffusion. Possible choices 

are RELIABLE and BEST EFFORT distribution. 

 

•The PARTITION QoS policy gives control over the 

association between DDS partitions (represented by a string 

name) and a specific instance of a publisher/subscriber. This 

association provides DDS implementations with an 

abstraction that allow segregating traffic generated by 

different partitions, thereby improving overall system 

scalability and performance. 

 

•The DESTINATION ORDER QoS policy controls the 

order of changes made by publishers to some instance of a 

given topic. DDS allows the ordering of different changes 

according to source or destination timestamps. 

 

•The OWNERSHIP QoS policy controls which writer 

―owns‖ the write-access to a topic when there are multiple 

writers and ownership is EXCLUSIVE. Only the writer with 

the highest OWNERSHIP STRENGTH can publish the data. 

If the OWNERSHIP QoS policy value is shared, multiple 

writers can concurrently update a topic. OWNERSHIP thus 

helps to manage replicated publishers of the same data. 

 

These DDS data delivery QoS policies control the 

reliability and availability of data, thereby al-lowing the 

delivery of the right data to the right place at the right time. 

More elaborate ways of selecting the right data are offered 

by the DDS content-awareness profile, which allows 

applications to select information of interest based upon 

their content. These QoS policies are particularly useful in 

SoS since they can be used to finely tune how and to whom 

data is delivered, thus limiting not only the amount of 

resources used, but also minimizing the level of interference 

by independent. 

 

2.3 Data Timelines 

DDS provides the following QoS policies to control the 

timeliness properties of distributed data: 

The DEADLINE QoS policy allows applications to define 

the maximum inter-arrival time for data. DDS can be 

configured to automatically notify applications when 

deadlines are missed. 

 

•The LATENCY BUDGET QoS policy provides a means 

for applications to inform DDS of the urgency associated 

with transmitted data. The latency budget specifies the time 

period within which DDS must distribute the information. 

This time period starts from the moment the data is written 

by a publisher until it is available in the subscriber‘s data-

cache ready for use by reader(s). 

 

•The TRANSPORT PRIORITY QoS policy allows 

applications to control the importance associated with a 

topic or with a topic instance, thus allowing a DDS 

implementation to prioritize more important data relative to 

less important data. These QoS policies help ensure that 

mission-critical information needed to reconstruct the shared 

operational picture is delivered in a timely manner. 

 

These DDS data timeliness QoS policies provide 

control over the temporal properties of data. Such properties 

are particularly relevant in SoS since they can be used to 

define and control the temporal aspects of various subsystem 

data exchanges, while ensuring that bandwidth is exploited 

optimally. 

 

 

 



2.4 Resources 

DDS defines the following QoS policies to control the 

network and computing resources that are essential to meet 

data dissemination requirements: 

 

•The TIME BASED FILTER QoS policy allows 

applications to specify the minimum inter-arrival time 

between data samples, thereby expressing their capability to 

consume information at a maximum rate. Samples that are 

produced at a faster pace are not delivered. This policy helps 

a DDS implementation optimize network bandwidth, 

memory, and processing power for subscribers that are 

connected over limited bandwidth networks or which have 

limited computing capabilities. 

 

•The RESOURCE LIMITS QoS policy allows applications 

to control the maximum available storage to hold topic 

instances and related number of historical samples DDSs 

QoS policies support the various elements and operating 

scenarios that constitute net-centric mission-critical 

information management. By controlling these QoS policies 

it is possible to scale DDS from low-end embedded systems 

connected with narrow and noisy radio links, to high-end 

servers connected to high-speed fiber-optic networks. 

 

These DDS resource QoS policies provide control 

over the local and end-to-end resources, such as memory and 

network bandwidth. Such properties are particularly relevant 

in SoS since they are characterized by largely heterogeneous 

subsystems, devices, and network connections that often 

require down-sampling, as well as overall controlled limit on 

the amount of resources used. 

 

2.5 Configuration 

The QoS policies described above provide control over the 

most important aspects of data delivery, availability, 

timeliness, and resource usage. DDS also supports the 

definition and distribution of user specified bootstrapping 

information via the following QoS policies: 

 

•The USER DATA QoS policy allows applications to 

associate a sequence of octets to domain participant, data 

readers and data writers. This data is then distributed by 

means of a built-in topic. This QoS policy is commonly used 

to distribute security credentials. 

 

•The TOPIC DATA QoS policy allows applications to 

associate a sequence of octet with a topic. This 

bootstrapping information is distributed by means of a built-

in topic. A common use of this QoS policy is to extend 

topics with additional information, or meta-information, 

such as IDL type-codes or XML schemas. 

 

•The GROUP DATA QoS policy allows applications to 

associate a sequence of octets with publishers and 

subscribers–this bootstrapping information is distributed by 

means built-in topics. A typical use of this information is to 

allow additional application control over subscriptions 

matching. 

3  IDENTIFICATION OF DATA OBJECTS 

A distinguishing aspect of publish-subscribe systems is the  

mechanism that producers use to identify the information 

published and subscribers use to specify the information 

they want. Application-defined strings (sometimes called 

topics or subjects) are a common minimalist approach. For 

event-distribution such strings combined with filters that that 

can operate on the contents or additional attributes added to 

the events may be sufficient. This is the approach taken, for 

example, by the CORBA Notification Service [4]. 

 

However, in data-centric systems, the information 

exchanges refer to values of an imaginary global data object. 

Given that new values typically override prior values, both 

application and middleware need to identify the actual 

instance of the ―Global data object‖ the value applies to. In 

other words, a publisher writing the value of a data-object 

must have the means to indicate uniquely the data object it is 

writing. This way, the middleware can distinguish the 

instance being written and decide, for example to keep only 

the most current value. The performance and fault-tolerance 

requirements of real-time applications make centralized 

approaches impractical. Hence, it is not reasonable to expect 

that the ―true value‖ of each data-object will ―live‖ in a 

single computer. This implies that (a) there must be a global 

way to identify the instances of data objects, and (b) 

ownership QoS must be carefully defined to not force a 

―centralized‖ implementation. Topics already provide a 

network-wide addressing scheme. However, for applications 

with large numbers of data objects it is not practical (due to 

the overhead introduced by topic propagation) to introduce a 

different topic for each data-object instance. 

 

To reduce the number of topics, the OMG DDS 

uses the combination of a Topic object introduced in Section 

1 and a key to uniquely identify data-object instances. The 

representation and format of the key depends on the data 

type. However, since a Topic is bound to a unique type, the 

service can always interpret the key properly given the Topic 

and the value of a data object. 

 

The combination of a fixed-type Topic and a key is 

sensible for data-centric systems because the Topic 

represents either a unique data object (e.g. a temperature 

sensor) in the case where there are no keys, or a set or 

related data-objects that are treated uniformly (e.g. track 

information of aircraft as generated by a radar system), 

actual transport write is performed by a separate, lower 

priority thread. This can be configured via QoS. 

 

The dispose operation also takes a data-instance as a 

parameter and requests the middleware to delete that 

instance of the data (identified by the key). The semantics of 



deletion is as follows: existing participants that have already 

received values for that Data instance will be made aware of 

the deletion by means of operations on the related Data 

Reader; participants that have not been previously informed 

of the existence of the Data instance will not see it at all. 

 

The Publisher acts on behalf of one or several Data 

Writer objects that are related to it. When it is informed of a 

change to the data associated with one of its Data Writer 

objects, it is responsible for determining when to send, and 

actually sending, the data. This behavior is driven by the 

attached QoS. 

 

In addition, the operations suspend_publications and 

resume_publications provide a hint to the middleware that 

multiple data-objects within the Publisher are about to be 

written, and thus allow the middleware to use bandwidth 

more efficiently by batching the distribution of a set of 

writes. An implementation could disable the dissemination 

of messages and accumulate changes until resume 

publications is called. 

 

The participant can also request that a set of 

changes be propagated in such a way that they are 

interpreted at the receivers' side as a consistent set of 

modifications.  

4 SEMNTICS OF STATE PROPAGATION 

An important use case for data-centric publish subscribe 

systems is the propagation of state information. Here we use 

the word ―state‖ in the classic meaning of system theory and 

state-machines. That is, the state of the system is the 

information needed to determine future responses without 

reference to the past history of inputs and outputs. The 

present state of the system, the present inputs and the 

sequence of future input interactions allow computation of 

all future states and output interactions. For example, the 

balance of a checking account is the state of the account 

system. Any sequence of transactions that resulted in that 

state will be treated the same in the future. 

 

The very definition of state makes it clear that, 

other than for the purposes of logging, only the most current 

state matters. 

 

In general, the state of a system is described by the 

combined values of a set of data objects that dynamic 

systems call the ―state variables‖. 

 

State propagation is important because it provides a 

compact way for an application to model a remote system as 

well as allowing a late-joining participant to behave as if it 

had seen the complete history of the system. 

 

Assume that the ―state-variables‖ of a particular 

system are A, B, and C. Furthermore assume that these 

variables undergo changes in the following order: A1, B1, 

A2, B2, C1, and A3. The corresponding sequence of states 

for the system: S1, S2, S3, S4, S5, S6 is given by the 

combined value of all state variables: 

 
S1 = {A1} 

S2 = {A1, B1} 

S3 = {A2, B1} 

S4 = {A2, B2} 

S5 = {A2, B2, C1} 

S6 = {A3, B2, C1} 

 

Assume that a remote participant has subscribed to 

A, B, and C for the purposes of tracking the current state of 

the system. As it receives new values for A, B, and C, it 

reconstructs the state. Clearly (at least in some cases), it is 

not desirable that the remote participant infers states that 

never existed at the source. This would occur for example if 

the remote participant saw the value B2 before ever seeing 

the value A2, and thus reconstructed a state S= {A1, B2} 

that never existed at the source. 

 

This section examines the proper sequences of 

states the remote participant should be allowed to see, and 

the support required from the DCPS middleware. 

 

For data-centric systems, it seems reasonable to 

assume that, if so desired by the application, the DCPS 

service should ensure that: 

 

(a) The states reconstructed by the subscribing participant 

should be restricted to states that actually existed in the 

publishing participant. 

 

(b) The order in which the states are reconstructed on the 

subscribing participant should preserve the order in which 

the states happened in the publishing participant. 

 

(c) If the state on the publishing side settles (i.e. does not 

change for ―a while‖) the state seen by the subscribing 

participant should match that of the publishing participant. 

 

These restrictions mean that the subscribing 

participant could see sequences such as: 

 
S1,S2,S3,S4,S5,S6; or 
S1, S3, S6; or 

S5, S6; or 

S6 

 

But is should not see sequences such as  

 
S3, S1, S6; [violates order] 

S1, S3 [does not settle on the last state S6] 

 

 

 



5 CONCLUSIONS  

Many real-time applications have a requirement to model 

some of their communication patterns as a pure data-centric 

exchange where applications publish (supply or stream) 

―data‖ which is then available to the remote applications that 

are interested in it. These types of real-time applications can 

be found in C4I systems, industrial automation, distributed 

control and simulation, telecom equipment control, and 

network management. Of primary concern to these real-time 

applications is the efficient distribution of data with minimal 

overhead and the ability to control QoS properties that affect 

the predictability, overhead, and resources used. Distributed 

shared memory is a classic model that provides data-centric 

exchanges. However, this model is difficult to implement 

efficiently over the Internet. DDS is the ideal technology for 

integrating Systems-of -Systems. The main properties DDS-

based SoS enjoys include: 

 

•Interoperability and portability. DDS provides a 

standardized API and a standardize wire-protocol, thereby 

enabling portability and interoperability of applications 

across DDS implementations. These capabilities are 

essential for SoS since it is hard to mandate a single product 

be used for all systems and subsystems, but it is easier to 

mandate a standard. 

 

•Extensibility. The DDS type system provides built-in 

support for system extensibility and evolution. Moreover,  

minimize coupling between the constituent parts of SoS, 

thereby enabling them to scale up and down seamlessly. the 

system information model can be evolved dynamically in a 

type-safe manner, which helps ensure key quality assurance 

properties in SoS. 

 

 

•Loose coupling. DDS completely decouples publishers and 

subscribers in both time, e.g., data readers can receive data 

that was produced before they had joined the system, and 

space, e.g., through its dynamic discovery that requires no 

specific configuration—applications dynamically discover 

the data and topics of interest. These two properties 

minimize coupling between the constituent parts of SoS, 

thereby enabling them to scale up and down seamlessly. 

 

•Scalability, efficiency, and timeliness. The DDS 

architecture and the protocols used in its core where 

designed to ensure scalability, efficiency, and performance. 

In addition, the QoS policies available in DDS provide fine-

grained control over the non-functional properties of a 

system, thereby allowing finely tuning and optimization of 

its scalability, efficiency, and timeliness. 
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